
The Recursive Structure of Causation

Theories of deterministic causation formulated within the structural-equations framework define cau-

sation in terms of counterfactuals (Hitchcock, 2001; Woodward, 2003; Halpern & Pearl, 2005; Wes-

lake, 2015), sometimes aided by considerations of normality (Hall, 2007; Hitchcock, 2007; Halpern

& Hitchcock, 2015; Halpern, 2016; Gallow, 2020): an effect counterfactually depends on the cause in

some possible situation. When I first encountered the structural-equations literature, I saw a project

steadily progressing, with increasingly complex theories handling increasingly complex cases. Now

I can’t but see epicycles upon epicycles. The approach needs a more significant change than further

calibrating the condition specifying the counterfactual relationship between the cause and the effect.

Instead of immediately translating a causal claim into a counterfactual, I propose to stay within

the causal realm for as long as possible. I put forward a contrastive theory, which (roughly) consists of

two necessary, jointly sufficient conditions.1 First, to cause a distant effect (rather than its contrast),

a cause (rather than its contrast) must first cause a direct cause of the effect (rather than the contrast

of the direct cause) (fig. 1). Second, had the contrast cause happened instead of the actual cause, the

contrast cause (rather than the actual cause) wouldn’t have caused the effect rather than its contrast.

Figure 1. The picture of causation behind the recursive approach.

This approach not only accounts for cases that other theories cannot but is independently

compelling: what’s in the past causes what’s in the future always via causing what’s in the present. Yet,

the theory I propose here isn’t designed for cases that involve prevention (e.g., trumping preemption).

Although the theory still happens to handle the staple cases of early and late preemption (§3), I intend

it as the first step to a complete theory of deterministic causation. The second step will be to offer

a new way to account for prevention and similar phenomena.

1For arguments for contrastivism, see (Maslen, 2004; Northcott, 2008; Schaffer, 2005).
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To stress that the theory defines distant causation in terms of direct causation, I dub it the

causal-causal theory. I construct it as follows. First (§1), I define furthering, a relation between event

pairs. Next (§2), I define causation also as a relation between event pairs; the definition is recursive,

and its base step is couched in terms of furthering. To make applying the theory easier, I represent

it as an algorithm. I then use the algorithm to solve cases, both old and new (§3). Although it still

mishandles some cases, the algorithm fares better within its domain of application than any causal

theory formulated with structural equations alone (henceforth, a structural-equations theory).2

Last (§4), I tout the theory’s virtues: recursion is psychologically plausible, and the theory can

be easily adapted to the unorthodox view that causation is necessarily transitive. The biggest virtue,

however, is that future work can focus on modeling direct causation, and the recursive structure will

take care of extending the theory to distant causation.

Before I begin, let me give credit where credit’s due. First causal theories formulated within

the structural-equations framework (Hitchcock, 2001; Woodward, 2003; Halpern & Pearl, 2005) treat

causation as a counterfactual dependence of the effect on the cause in some suitable contingency (i.e.,

actual or counterfactual situation). Specifying what contingencies are suitable is the most complex

part of the theory, allowing for handling standard cases such as overdetermination and preemption.

Meanwhile, Sartorio (2005) proposed that causation must be asymmetric: for any cause and its effect,

had the cause not occurred, the absence of the cause wouldn’t have caused the effect. Subsequent

theories formulated within the structural-equations framework, Weslake’s (2015) and Beckers and

Vennekens’ (2017), implement (some version of) the asymmetry requirement. I’ll explain the two

theories in more detail later (3). For now, let me just say that the asymmetry requirement lets them

account for more cases than the preceding theories, and that the causal-causal theory follows the two

in including its own formulation of the requirement. Still, they don’t treat causation recursively,

which—as I show below—opens them to a new class of counterexamples.

1 Furthering

First, the basic formalism: a model is a triple of sets, 𝔐 = ⟨𝒱, ℛ, ℰ⟩, where 𝒱 contains variables,

ℛ contains their ranges, and ℰ contains structural equations, one for every variable. ℛ𝑋 denotes

𝑋’s range—the set of values that the variable can take on; ℛ𝑋 ∈ ℛ . Variable values correspond to

atomic events; I’ll denote an atomic event over variable 𝑋 with 𝑋 = 𝑥, where 𝑥 ∈ ℛ𝑋. An equation

2In particular, I don’t count proposals availing themselves to normality evaluations as (pure) structural-equations theories.
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determines a variable’s value from the values of some other variables, called the parents. Specifically,

the equation encodes primitive non-backtracking would-counterfactuals, i.e., fundamental counterfactual

relationships between the parents and the output variable, called their child. Primitive here means

that the relationship holds between the parents and the child regardless of the values of all other

variables (Hitchcock 2001:280). If the equation is nullary, call the variable exogenous (e.g., 𝑋 ← 8);
otherwise, call it endogenous (e.g., 𝑍 ← 𝑋 ∨ 𝑌).3 I’ll deal only with acyclic models, where a variable’s

value doesn’t determine itself, either directly or indirectly. Such models always have a single solution;

the variable values in the solution denote the atomic events actual in the model.

Models are accompanied by diagrams, where nodes correspond to variables, actual values are

inscribed above the variable’s name, and directed edges go from parents to their children.

Figure 2. Overdetermination.

Take the following case for illustration (fig. 2; ignore the bottom values). Odysseus is about to

cross the strait. He’ll die (𝐷 = 1) if Charybdis opens her mouth (𝐶 = 1) or Scylla hurls her rock

(𝑆 = 1). If they don’t (𝐶 = 0, 𝑆 = 0), he’ll live (𝐷 = 0). They both attack, and he dies. These

counterfactuals are expressed with three equations:

𝐶 ← 1, 𝑆 ← 1, 𝐷 ← 𝑆 ∨ 𝐶. (1)

The framework allows for modeling counterfactual situations. To see what would have happened,

had an atomic event 𝑋 = 𝑥 happened, bring about the event with an intervention: replace 𝑋’s

equation with 𝑋 ← 𝑥, which assigns to 𝑋 the new value 𝑥. The post-intervention model, which I’ll

denote with 𝔐𝑋=𝑥, is like 𝔐 but for the equation for 𝑋. For instance, to see what would have

happened if Charybdis stood back, replace 𝐶’s equation in (1) with 𝐶 ← 0; in this case, Odysseus

still dies. Interventions can be composed. To bring about 𝑋 = 𝑥 and 𝑌 = 𝑦, i.e., to produce

3Think of exogenous equations as denoting primitive counterfactuals with necessarily true antecedents, or, better, a
(primitive) causally-necessary claim (reference redacted). E.g., on a model with 𝑋 ← 8 as an equation, event 𝑋 = 8 is
causally necessary.
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𝔐𝑋=𝑥,𝑌=𝑦, replace 𝑋’s equation with 𝑋 ← 𝑥 and subsequently 𝑌’s equation with 𝑌 ← 𝑦. The

order of interventions can matter. In 𝔐𝑋=𝑥,𝑋=𝑧, the second intervention overrides the first, and

𝔐𝑋=𝑥,𝑋=𝑧 is identical with 𝔐𝑋=𝑧.

That’s the framework; now for the theory. Its first element is furthering, a relation that holds

between event pairs under a contrast. An event pair, denoted by 𝑍𝑧
𝑧,̲ reads as “𝑍 = 𝑧 rather than

𝑍 = 𝑧.̲” An assignment is a function that assigns values to some of the model’s variables. A contrast

is an assignment of values to all variables of the model. Where 𝐶�⃗� are 𝐸’s all parents,4 and 𝑓𝐸 is

𝐸’s equation, a furthering claim states: actual cause 𝐶 = 𝑐 rather than contrast cause 𝐶 = 𝑐̲ furthers
actual effect 𝐸 = 𝑒 rather than contrast effect 𝐸 = 𝑒̲ in model 𝔐 under contrast �⃗�. (For consistency,

I call the events causes and effects, even though furthering isn’t yet causation.) I analyze this claim

as:

𝔐⊨ 𝐶𝑐
𝑐̲ ⇛�⃗� 𝐸𝑒

𝑒̲ iff

act

⏞⏞⏞⏞⏞⏞⏞⏞⏞⏞⏞⏞⏞⏞⏞⏞⏞⟨𝑐, 𝑒⟩ = 𝔐[𝐶, 𝐸] =× ⟨𝑐,̲ 𝑒⟩̲ = �⃗�[𝐶, 𝐸] ∧
con

⏞⏞⏞⏞⏞⏞⏞𝑒̲ = 𝑓𝐸(𝑐,̲ �⃗�[�⃗�])

∧ ∀�⃗�. 𝑒 ̲ ≠ 𝑓𝐸(𝑐, 𝔐[�⃗�], �⃗�[�⃗�\�⃗�])⏟⏟⏟⏟⏟⏟⏟⏟⏟⏟⏟⏟⏟⏟⏟
bkg

where: 𝐶�⃗� are 𝐸’s all parents, and �⃗� ⊂ �⃗�.

(2)

Capital letters topped with arrows denote sets of variables, and Greek letters topped with arrows

denote contrasts. 𝔐[�⃗�] denotes the values of variables �⃗� that are actual in 𝔐 (and returns the

empty assignment if �⃗� is empty); �⃗�[�⃗�] is an assignment over �⃗� that agrees with �⃗� on the values of

�⃗�; ⃗𝑥 =× ⃗𝑦 means that assignments ⃗𝑥 and ⃗𝑦 differ on the value of every shared variable.

The definition consists of three conditions. Act requires that the actual cause and effect happen,

the contrast cause and effect don’t, and contrast �⃗� agrees with the contrast cause and effect. Con

requires that under the contrast background �⃗�[�⃗�] (i.e., the values that �⃗� assigns to �⃗�), the contrast

cause entails the contrast effect. The most complex is the last condition, bkg, which constrains the

values of the contrast. ∀�⃗�. 𝑒 ̲ ≠ 𝑓𝐸(𝑐, 𝔐[�⃗�], �⃗�[�⃗�\�⃗�]) reads: no matter what background variables

�⃗� you decide to keep at their actual values 𝔐[�⃗�] while switching there rest to the contrast values

�⃗�[�⃗�\�⃗�], actual cause 𝐶 = 𝑐 doesn’t entail contrast effect 𝐸 = 𝑒.̲ (Yet, �⃗� ⊂ �⃗� implies you don’t need

to check the case where �⃗� = �⃗�; this eventuality is already covered by act.) Notice that the actual cause

isn’t required to bring about the actual effect under any such mixed background 𝔐[�⃗�] ⋆ �⃗�[�⃗�\�⃗�];5

4I’ll write �⃗��⃗� for �⃗� ∪ �⃗� and 𝑋�⃗� for {𝑋} ∪ �⃗�.
5𝔐[�⃗�] ⋆ �⃗�[�⃗�\�⃗�] is an assignment over �⃗� that agrees with 𝔐[�⃗�] on the values of �⃗� and with �⃗� on the values of
�⃗�\�⃗� (i.e., ⋆ denotes spatial concatenation).
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the actual cause just isn’t allowed to entail the contrast effect under any mixed background.

Again, for clarity: con demands that the contrast cause and the contrast background produces

the contrast effect, while bkg demands that the actual cause doesn’t produce the contrast effect under

any combination of the events from the actual and contrast backgrounds. Furthering can hold only

if 𝐶 parents 𝐸; otherwise, the definition trivially fails.

Overdetermination will illustrate (fig. 2; bottom values denote contrast values). Charybdis at-

tacking rather than standing back furthers Odysseus dying rather than surviving under contrast

�⃗� = ⟨0𝑆, 0𝐶, 0𝐷⟩ (for legibility, I’ll often put the variable’s name in the subscript of its value).

Per act, ⟨1𝐶, 1𝐷⟩ = 𝔐[𝐶, 𝐷] =× ⟨0𝐶, 0𝐷⟩ = �⃗�[𝐶, 𝐷], the actual cause and effect happen, their

contrasts don’t, and contrast �⃗� agrees with the latter. Per con, the contrast cause entails the contrast

effect under the contrast background (0𝐷 = 0𝐶 ∨ 0𝑆, where the second disjunct, 𝑆 = 0, comes

from �⃗�[𝑆]). Per bkg, the actual cause doesn’t entail the contrast effect under the sole possible mixed

background 𝑆 = 0 (0𝐷 ≠ 1𝐶 ∨ 0𝑆).

Figure 3. The bystander.

In the second case, furthering fails (fig. 3). Charybdis does nothing, but Scylla hurls her rock,

and Odysseus dies,

𝐶 ← 0, 𝑆 ← 1, 𝐷 ← 𝑆 ∨ 𝐶. (3)

Under no contrast does Charybdis standing back rather than opening her mouth further Odysseus

dying rather than surviving, 𝔐⊭ 𝐶0
1 ⇛�⃗� 𝐷1

0. It is so because con fails for every background: under

no value of 𝑆 does the contrast cause entail the contrast effect because Charybdis opening her mouth

will bring death to Odysseus no matter what Scylla ends up doing (0𝐷 ≠ 1𝐶 ∨Ð𝑆, where Ð𝑆 is a

shortcut for “an arbitrary value of 𝑆”).
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2 Causation

Furthering underlies the base step of the causal-causal theory. The theory consists of two definitions,

where the second one is recursive. The first definition: 𝐶𝑐
𝑐̲ causes simpliciter 𝐸𝑒

𝑒̲ in 𝔐 iff 𝐶𝑐
𝑐̲ causes 𝐸𝑒

𝑒̲

in 𝔐 under some positive contrast �⃗� and every negative contrast ⃗𝜈,

𝐶𝑐
𝑐̲ causes 𝐸𝑒

𝑒̲ in 𝔐 iff ∃�⃗�. ∀ ⃗𝜈. 𝔐⊨ 𝐶𝑐
𝑐̲ ;⃗𝜈 �⃗� 𝐸𝑒

𝑒.̲ (4)

The second definition specifies the relation in the right-hand side of the first: 𝐶𝑐
𝑐̲ causes 𝐸𝑒

𝑒̲ in 𝔐
under positive contrast �⃗� and negative contrast ⃗𝜈,

𝔐⊨ 𝐶𝑐
𝑐̲ ;⃗𝜈 �⃗� 𝐸𝑒

𝑒̲ iff 𝔐⊨ (
fur

⏞⏞⏞⏞⏞𝐶𝑐
𝑐̲ ⇛�⃗� 𝐸𝑒

𝑒̲ ∨
med

⏞⏞⏞⏞⏞⏞⏞⏞⏞⏞⏞⏞⏞∃𝑀. 𝐶𝑐
𝑐̲ ;⃗𝜈 �⃗� 𝑀@

�⃗� ∧ 𝑀@
�⃗� ;⃗𝜈 �⃗� 𝐸𝑒

𝑒̲ )

∧ 𝔐𝐶=𝑐̲ ⊨ ( ¬𝐶𝑐̲
𝑐 ⇛ ⃗𝜈 𝐸𝑒

𝑒̲⏟⏟⏟⏟⏟
x-fur

∧ ¬∃𝑁. 𝐶𝑐̲
𝑐 ;⃗𝜋 ⃗𝜈 𝑁@

⃗𝜈 ∧ 𝑁@
⃗𝜈 ;⃗𝜋 ⃗𝜈 𝐸𝑒

𝑒̲⏟⏟⏟⏟⏟⏟⏟⏟⏟⏟⏟⏟⏟
x-med

)

where: 𝑀, 𝑁 parent 𝐸.

(5)

There’s a lot to take in. Read the second definition as follows. For 𝐶𝑐
𝑐̲ to cause 𝐸𝑒

𝑒̲ in 𝔐 under

positive contrast �⃗� and negative contrast ⃗𝜈, fur or med must hold, and both x-fur and x-med must

hold. Also notice that as causal relata I take event pairs, not particular events. That’s a convention

rather than some metaphysical commitment; you can also read causation simpliciter as a quaternary

relation between the actual cause, its contrast, the actual effect, and its contrast.

Fur, the furthering condition, and med, the mediating condition, advance causation: 𝐶𝑐
𝑐̲ causes

𝐸𝑒
𝑒̲ either because 𝐶𝑐

𝑐̲ furthers 𝐸𝑒
𝑒,̲ or because there’s a mediating pair 𝑀@

�⃗�, such that 𝐶𝑐
𝑐̲ causes 𝑀@

�⃗�

and 𝑀@
�⃗� causes 𝐸𝑒

𝑒.̲ In the mediating pair, 𝑀, the mediating parent, parents the effect variable 𝐸.
The actual value in 𝑀@

�⃗� is 𝑀’s actual value in the model (whence @ in the superscript), and the

contrast value comes from the positive contrast (whence �⃗� in the subscript); i.e., 𝑀@
�⃗� denotes the

pair “𝑀 = 𝔐[𝑀] rather than 𝑀 = �⃗�[𝑀].” The conditions together entail that causation can

occur only directly via furthering (fur) or indirectly via transitivity (med). That’s why I’ll refer to

med as the transitivity condition.

However, even if fur or med holds, causation still can be blocked directly by x-fur, the cross-

furthering condition, or indirectly by x-med, the cross-mediating condition. I need auxiliary notions:

defined with respect to 𝔐 and the cause pair 𝐶𝑐
𝑐,̲ the cross-model 𝔐𝐶=𝑐̲ is the model produced by
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bringing the contrast cause about with an intervention, and the cross-cause pair 𝐶𝑐̲
𝑐 is the event pair

produced by swapping the actual with the contrast cause.

Condition x-fur is a mirror image of fur. It fails if 𝐶𝑐̲
𝑐 cross-furthers 𝐸𝑒

𝑒,̲ i.e., if in the cross-model,

the cross-cause pair furthers the effect pair under the negative contrast. If cross-furthering occurs,

the target causal claim is blocked. Condition x-med is a mirror image of med. It fails if in the cross-

model under the negative contrast ⃗𝜈, the cross-cause pair causes the cross-mediating pair 𝑁@
⃗𝜈 , which in

turn causes the effect pair. Per the previous convention, 𝑁@
⃗𝜈 denotes “𝑁 = 𝔐𝐶=𝑐̲[𝑁] rather than

𝑁 = ⃗𝜈[𝑁].”6

Together, x-fur and x-med ensure that causation is asymmetric—that it cannot be that both 𝐶𝑐
𝑐̲

causes 𝐸𝑒
𝑒̲ in 𝔐, and 𝐶𝑐̲

𝑐 causes 𝐸𝑒
𝑒̲ in the cross-model 𝔐𝐶=𝑐̲. I’ll refer to x-med as the indirect

asymmetry condition, as it entails that asymmetry isn’t violated by an indirect causal connection

from 𝐶𝑐̲
𝑐 via the cross-mediating pair 𝑁@

⃗𝜈 to 𝐸𝑒
𝑒.̲ As I’ve said, the last two conditions mirror the first

two—what happens in 𝔐 to advance causation cannot happen in the cross-model 𝔐𝐶=𝑐̲ to advance

causation between the cross-cause and the effect pair. The contrasts are also mirrored: relative to fur,

x-fur uses the negative instead of the positive contrast, and relative to med, x-med swaps the negative

with the positive contrast.

The role of the positive contrast is to provide contrast values for causes, effects, and background

variables for the causal claims that advance, or recursively build up, the target causal claim. The role

of the negative contrast is to provide the same but for the causal claims that may block the target

claim. That’s why, for instance, the definition of furthering (2) requires that the contract cause

and effect agree with contrast �⃗� (act), and that the contrast effect is brought about by the contrast

cause accompanied by the values of the background variables provided by �⃗� (con). The positive

and negative contrasts are hence analogous, albeit very loosely, to contingencies used in standard

structural-equations theories (Hitchcock, 2001; Woodward, 2003; Halpern & Pearl, 2005; Weslake,

2015).

Return now to (4), the definition of causation simpliciter. The time-tested game metaphor fits

here well. I want to prove causation while you want to disprove it. I choose a positive contrast

that satisfies fur or med. In response, you choose a negative contrast that blocks me with x-fur or

x-med. If I can choose a positive contrast so that you can’t find a negative contrast to foil me, I

win—causation holds. But if for any positive contrast, you can find a negative contrast that blocks

me, you win—causation fails. And if I can’t even make the first move, as no positive contrast satisfies

6I.e., @ behaves like a variable bound by the model of evaluation: 𝔐 for 𝑀@
�⃗�, and 𝔐𝐶=�̲̲̲̲� for 𝑁@

⃗𝜈.
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fur or med, you needn’t bother with a negative contrast, for you win by forfeit.

The definition combines plausible principles: causation may hold directly (fur) or indirectly

(med), and it cannot violate asymmetry (x-fur and x-med). The asymmetry requirement explains

intuitions in many cases, as I’ll soon illustrate, and it also found much support in the literature

(Sartorio, 2005; Weslake, 2015; Beckers & Vennekens, 2017). Notice, however, that the asymmetry

requirement here is contrastive, whereas other theories often express it non-contrastively.7

Before I compare the theory to other structural-equations theories, I’ll illustrate the mechanics.

In the bystander case (fig. 3), Charybdis staying put rather than attacking doesn’t further Odysseus’

dying rather than surviving under any contrast �⃗�. Hence, the corresponding causal claim also fails:

𝐶0
1 doesn’t cause 𝐷1

0 in 𝔐. In the overdetermination case (fig. 2), the theory judges that Charybdis

attacking rather than standing back, 𝐶1
0, causes Odysseus dying rather than surviving, 𝐷1

0. I’ve

already proved furthering holds. Cross-furthering doesn’t because 𝔐𝐶=0 ⊨ 𝐶0
1 ⇛ ⃗𝜈 𝐸1

0 is equivalent

to the furthering claim evaluated in the bystander case. As furthering doesn’t hold for the bystander,

cross-furthering doesn’t hold for overdetermination.

Next, I’ll illustrate the recursive parts of the theory, med and x-med; I’ll leave out the details of

furthering claims and instead focus on recursive applications of the definition. Consider preemp-

tion. (Again, although preemption involves preventers, the theory still happens to handle the cases,

and they will make for good examples).

Figure 4. The model (left) and the cross-model (right) for preemption, late and early.

Odysseus will be swallowed by Charybdis (𝐻 = 1) if she opens her mouth (𝐶 = 1). He will

be hit by Scylla’s rock (𝐾 = 1) only if she hurls it (𝑆 = 1) and he hasn’t already been swallowed

(𝐻 = 0). Odysseus will die (𝐷 = 1) if hit or swallowed. Charybdis opens her mouth, and Scylla

hurls her rock,

𝐶 ← 1, 𝐻 ← 𝐶, 𝑆 ← 1, 𝐾 ← 𝑆 ∧ ¬𝐻, 𝐷 ← 𝐾 ∨ 𝐻.
7The contrastive version isn’t in general equivalent to the non-contrastive one because the former doesn’t forbid 𝐶𝑐

𝑐̲ to
cause 𝐸𝑒

𝑒̲ in 𝔐 and 𝐶𝑧
𝑐 to cause 𝐸𝑒

𝑒̲ in 𝔐𝐶=𝑧, provided that 𝑐̲ ≠ 𝑧.
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The early preemption judgment: Charybdis swallowing Odysseus rather than not caused him to die

rather than survive. The late preemption judgment: Charybdis opening her mouth rather than not

caused Odysseus to die rather than survive. The theory concurs.

The big picture is this. 𝐻1
0 causes 𝐷1

0 because the former furthers the latter, and in the cross-

model, there’s no cross-furthering nor cross-mediation via 𝐾. 𝐶1
0 causes 𝐷1

0 because 𝐻1
0 mediates

between them. For a more detailed explanation, take positive contrast �⃗� = ⟨0𝐶, 0𝐻, 0𝑆, 0𝐾, 0𝐷⟩:
“nothing happens, Odysseus survives” will provide appropriate contrast events for him dying after

Charybdis opens her mouth and swallows him. Consider the early preemption claim 𝔐⊨ 𝐻1
0 ;⃗𝜈 �⃗� 𝐷1

0.

Under this positive contrast, per fur, 𝐻1
0 furthers 𝐷1

0 in 𝔐 (fig. 4, left). Next, assess whether the target

claim can be blocked. To block the claim, you need a situation where Charybdis stays put rather

than attacks, swallows Odysseus rather than not, and he dies rather than survives. This situation is

provided by 𝔐𝐶=0 and any negative contrast that satisfies ⃗𝜈[𝐶, 𝐻, 𝐷] = ⟨1, 1, 0⟩ (fig. 4, right); for
any other contrast values, act in any cross-furthering claim fails.8 Now, there are only two candidate

routes to block 𝔐 ⊨ 𝐻1
0 ;⃗𝜈 �⃗� 𝐷1

0: cross-furthering from 𝐻 to 𝐷 or cross-mediation from 𝐻 via 𝐾
to 𝐷. Per x-fur, under any such negative contrast, 𝐻0

1 doesn’t cross-further 𝐷1
0 in the cross-model

𝔐𝐻=0 because 𝐻 = 1 entails 𝐷 = 1 for any value of 𝐾, while con requires 𝐻 = 0 to entail 𝐷 = 0
for some value of 𝐾. The first route fails.

Consider the second route. Per the second conjunct in x-med, blocking the target claim requires

that 𝔐𝐶=0 ⊨ 𝐾1
0 ;⃗𝜈 �⃗� 𝐷1

0. Because ⃗𝜈[𝐻] = 1, 𝐷 = 1 for any value of 𝐾, which means that con

fails when evaluating furthering after applying the definition recursively to 𝔐𝐶=0 ⊨ 𝐾1
0 ;⃗𝜈 �⃗� 𝐷1

0. The

second route fails too, and the theory predicts the late preemption judgment.

And evaluate the late preemption claim 𝔐 ⊨ 𝐶1
0 ;⃗𝜈 �⃗� 𝐷1

0. It holds in virtue of transitivity. Med

is satisfied: 𝐶1
0 causes 𝐻1

0 in 𝔐 for �⃗� and any permissible ⃗𝜈, and 𝐻1
0, as the analysis of the early

preemption claim shows, causes 𝐷1
0 (fig. 4, left). And x-med is satisfied: 𝐻0

1 doesn’t cause 𝐷1
0, again,

per the early preemption claim (fig. 4, right).

I can now say more on what it means that the theory doesn’t apply to cases of prevention.

Consider: Juliet can drink a poison (𝑆 = 0) or a sleeping potion (𝑆 = 1), and Romeo can administer

an antidote (𝐶 = 1) or not (𝐶 = 0). She will survive if she drinks the potion or Romeo administers

the antidote. She drinks the potion, and he administers the antidote. The model for this case is

the same as for overdetermination (fig. 2), yet the intuition is different: Romeo administering the

8To evaluate the late preemption claim alone, you can just use 𝔐𝐻=0 and forget about 𝐶. However, as I’ll use the same
cross-model and negative contrast to evaluate early preemption, for simplicity I prefer to use them now already.
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antidote rather than not didn’t cause Juliet to survive rather than die because her life wasn’t in

danger. But as the models are the same, any theory based on structural equations alone will judge

both cases alike and thus is bound to err (Hall, 2004). Therefore, I leave dealing with preventers for

the future.

Even though definition (5) does a good job at exposing the logic behind the causal-causal theory,

applying the definition to cases can be painful. Hence, I’ll reformulate it as an algorithm; I’ll still

use (4) as the definition of causation simpliciter.

The algorithm returns whether 𝔐⊨ 𝐶𝑐
𝑐̲ ;⃗𝜈 �⃗� 𝐸𝑒

𝑒.̲

Arguments: model 𝔐, cause event pair 𝐶𝑐
𝑐,̲ effect event pair 𝐸𝑒

𝑒,̲ positive contrasts �⃗�, negative contrast ⃗𝜈.

1 act if ⟨𝑐, 𝑒⟩ = 𝔐[𝐶, 𝐸] =× ⟨𝑐,̲ 𝑒⟩̲ = �⃗�[𝐶, 𝐸] fails, return false

2 quick if 𝐶 is the lone parent of 𝐸, return whether 𝑒 ̲ = 𝑓𝐸(𝑐)̲
3 x-fur begins if 𝐶�⃗� are 𝐸’s parents, check:
4 x-act 𝑒 = 𝔐𝐶=𝑐̲[𝐸] ∧ ⟨𝑐, 𝑒⟩̲ = ⃗𝜈[𝐶, 𝐸]
5 x-con 𝑒 ̲ = 𝑓𝐸(𝑐, ⃗𝜈[�⃗�])
6 x-bkg 𝑒 ̲ ≠ 𝑓𝐸(𝑐,̲ 𝔐𝐶=𝑐̲[�⃗�], ⃗𝜈[�⃗�\�⃗�]) for every �⃗� s.t. �⃗� ⊂ �⃗�
7 x-fur ends if the three conditions hold, return false

8 x-med begins if ⟨𝑐, 𝑒⟩̲ = ⃗𝜈[𝐶, 𝐸],
9 for every 𝑁 that parents 𝐸 and is distinct from 𝐶, check:
10 post-x-med 𝔐𝐶=𝑐̲ ⊨ 𝑁@

⃗𝜈 ;⃗𝜋 ⃗𝜈 𝐸𝑒
𝑒̲

11 pre-x-med 𝔐𝐶=𝑐̲ ⊨ 𝐶𝑐̲
𝑐 ;⃗𝜋 ⃗𝜈 𝑁@

⃗𝜈

12 x-med ends if there is such 𝑁@
⃗𝜈 , return false

13 fur begins if 𝐶�⃗� are 𝐸’s parents, check:
14 con 𝑒 ̲ = 𝑓𝐸(𝑐,̲ �⃗�[�⃗�])
15 bkg 𝑒 ̲ ≠ 𝑓𝐸(𝑐, 𝔐[�⃗�], �⃗�[�⃗�\�⃗�]) for every �⃗� s.t. �⃗� ⊂ �⃗�
16 fur ends if the two conditions hold, return true

17 med begins for every 𝑀 that parents 𝐸 and is distinct from 𝐶, check:
18 post-med 𝔐⊨ 𝑀@

�⃗� ;⃗𝜈 �⃗� 𝐸𝑒
𝑒̲

19 pre-med 𝔐⊨ 𝐶𝑐
𝑐̲ ;⃗𝜈 �⃗� 𝑀@

�⃗�

20 med ends if there is such 𝑀@
�⃗�, return true

21 return false

The algorithm’s four main parts (x-fur, x-med, fur, med) correspond to the four parts of the defini-

tion. But I added one condition (quick) and pulled another one out of the furthering subprocedure

(act). Quick applies when 𝐶 is the sole parent of 𝐸. In such cases, causation is furthering, and
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furthering holds iff ⟨𝑐, 𝑒⟩ = 𝔐[𝐶, 𝐸] =× ⟨𝑐,̲ 𝑒⟩̲ = �⃗�[𝐶, 𝐸] ∧ 𝑒̲ = 𝑓𝐸(𝑐)̲.9 As act already tests the

first conjunct, quick deems the target claim true if the second conjunct holds and deems it false

otherwise. The only reason for the changes is to improve the runtime; the algorithm yields the exact

same judgments as the original definition.

If cross-furthering blocks causation, the algorithm will halt at x-fur (line 7). If cross-mediation

blocks causation, x-med will find a cross-mediating pair, and the algorithm will halt (line 12). If

causation holds directly in virtue of furthering, the algorithm will halt at fur (line 16). If causation

holds indirectly in virtue of mediation, med will find the mediating pair and the algorithm will

halt (line 20). If the algorithm reaches the last instruction (line 21), it means neither fur nor med

advances causation.

3 Trial by intuition

Applied to cases without preventers, the theory fares better than other structural-equations theories.

Now, although the competing theories aren’t contrastive, on most of the structural-equations theories,

any non-contrastive judgment can be reconstructed as contrastive: take the cause as the actual cause,

the effect as the actual effect, the value of the cause node for which the effect doesn’t happen as the

contrast cause, and the event that happens instead of the effect as the contrast effect (Halpern and

Pearl, 2005:859). I’ll use the contrastive versions of these theories when comparing them with mine.

Figure 5. The coffee case.

First comes a case where causation fails because, although furthering holds, so does cross-

furthering. I can have coffee (𝐶 = 1) or chamomile (𝐶 = -1), and I can be in one of three

moods: sluggish (𝑀 = -1), just fine (𝑀 = 0), or hyperactive (𝑀 = 1). I’ll be happy (𝐻 = 1) if I’m
just fine (regardless of what I drink), or if I have coffee while I’m sluggish, or if I have chamomile

9If �⃗� = ∅, bkg trivially holds, and con reduces to 𝑒̲ = 𝑓𝐸(𝑐)̲, which is equivalent to 𝑒̲ = 𝔐𝐶=�̲̲̲̲�[𝐸]. Therefore, if con
holds, x-act fails, and 𝐶𝑐

𝑐̲ causes 𝐸𝑒
𝑒̲ in virtue of furthering.
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while I’m hyperactive. Otherwise, I’ll be disappointed (𝐻 = 0). And I have coffee, and I’m just fine,

and I’m happy,10

𝐶 ← 1, 𝑀 ← 0, 𝐻 ← 𝐶 ≠ 𝑀. (6)

Intuition has it that having coffee rather than chamomile, 𝐶1
-1, didn’t cause my being happy rather

than disappointed, 𝐻1
0, because if I had chamomile instead, I would have been as happy. The causal-

causal theory concurs. Per fur, 𝐶1
-1 furthers 𝐻1

0 in 𝔐 for positive contrast �⃗� = ⟨-1𝐶, -1𝑀, 0𝐻⟩
(fig. 5, left). Act holds because 𝐶 = 1 and 𝐻 = 1 are actual, and 𝐶 = -1 = �⃗�[𝐶] and 𝐻 =
0 = �⃗�[𝐻] aren’t. Con holds because if I drink chamomile while I’m sluggish, I won’t be happy,

0𝐻 = 𝑓𝐻(-1𝐶, -1𝑀). Bkg holds because I will be happy if I drink coffee while I’m sluggish, 0𝐻 ≠
1𝐻 = 𝑓𝐻(1𝐶, -1𝑀). However, cross-furthering blocks causation. Violating x-fur, 𝐶-1

1 furthers 𝐻1
0 in

the cross-model 𝔐𝐶=-1 for negative contrast ⃗𝜈 = ⟨1𝐶, 1𝑀, 0𝐻⟩ (fig. 5, right). X-act holds because if

I drink chamomile while I’m just fine, I’ll still be happy, 1 = 𝔐𝐶=-1[𝐻] ∧ ⟨1𝐶, 0𝐻⟩ = ⃗𝜈[𝐶, 𝐻].
X-con holds, 0𝐻 = 𝑓𝐻(1𝐶, 1𝑀). Bkg holds, 0𝐻 ≠ 1𝐻 = 𝑓𝐻(-1𝐶, 1𝑀). The target claim is saved.

The case supports the causal-causal theory over theories that don’t control for asymmetry (Hitch-

cock, 2001; Woodward, 2003; Halpern & Pearl, 2005). For 𝐶𝑐
𝑐̲ to cause 𝐸𝑒

𝑒̲ on these theories, 𝐶 = 𝑐̲
must entail 𝐸 = 𝑒̲ under a permissible contingency. A contingency comprises some variables (other

than 𝐶 and 𝐸) frozen at some values. Crucially for the next three cases, although in general the

theories disagree on what’s permissible, they agree that a contingency comprising only (some of) 𝐸’s
parents is permissible iff under this contingency, 𝐶 = 𝑐 entails 𝐸 = 𝑒. In the coffee case, contin-

gency 𝑀 = -1 is permissible because 𝐶 = 1 and 𝑀 = -1 together still entail 𝐻 = 1. Under this

contingency, 𝐶 = -1 entails 𝐻 = 0, and the theories wrongly deem that having coffee caused me to

be happy.

Figure 6. Bogus causation.

10Any equation or inequality on the right side of ‘←’ is to be interpreted as 1 if true and 0 if false. Here, 𝐻 ← 𝐶 ≠ 𝑀
reads as: assign 1 to 𝐻 if 𝐶 ≠ 𝑀 and assign 0 otherwise.
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Next is a case where causation fails because furthering fails (Hopkins & Pearl, 2003). There

will be an economic boom if the government increases taxes (𝑇 = 1) and redistributes its revenue

(𝑅 = 1), or if millennials stop buying lattes (𝑆 = 1). The government increases taxes but not

redistribution, yet millennials stop buying lattes (fig. 6),

𝑇 ← 1, 𝑅 ← 0, 𝑆 ← 1, 𝐵 ← 𝑇 ∧ 𝑅 ∨ 𝑆. (7)

A boom comes, but a hike in taxes rather than no hike didn’t cause the boom rather than a stagnation,

as the extra revenue wasn’t redistributed.

The causal-causal theory predicts this judgment. Med fails because no node can mediate between

𝑇 and 𝐵. So, focus on fur. It fails. Exactly two candidate contrast backgrounds satisfy con: ⟨0𝑅, 0𝑆⟩
and ⟨1𝑅, 0𝑆⟩, i.e., there are exactly two candidate positive contrasts, �⃗�1 = ⟨0𝑇, 0𝑅, 0𝑆⟩ and �⃗�2 =
⟨0𝑇, 1𝑅, 0𝑆⟩.11 But neither satisfies bkg. For both candidates, one of the mixed backgrounds tested

in bkg is ⟨0𝑅, 0𝑆⟩.12 But this mixed background violates bkg, as the actual cause 𝑇 = 1 entails the

contrast effect 𝐵 = 0, 0𝐵 = 𝑓𝐵(0𝑇, 0𝑅, 0𝑆). Therefore, furthering fails, and so does causation.

The case is misjudged by Hitchcock’s (2001), Woodward’s (2003), and Halpern and Pearl’s original

theory (2005). The theories allow for contingency ⟨𝑅, 𝑆⟩ = ⟨1, 0⟩ because under this contingency,

the actual cause 𝑇 = 1 still entails the actual effect 𝐵 = 1. However, under the contingency, 𝑇 = 0
entails 𝑅 = 0, which makes the theories wrongly deem 𝑇1

0 a cause of 𝐵1
0.

Figure 7. The switch.

Consider the switch next. The desk lamp is on (𝐷 = 1) if the switch is up (𝑆 = 1); the floor

lamp is on (𝐹 = 1) if the switch is down (𝑆 = 0). It’s bright (𝐵 = 1) if at least one lamp is on (Pearl

2000:324). The switch is up,

𝑆 ← 1, 𝐷 ← 𝑆, 𝐹 ← ¬𝑆, 𝐵 ← 𝐷 ∨ 𝐹, (8)

110𝐵 = 𝑓𝐵(0𝑇, 0𝑅, 0𝑆) = 𝑓𝐵(0𝑇, 1𝑅, 0𝑆), while 1𝐵 = 𝑓𝐵(0𝑇,Ð𝑅, 1𝑆).
12You obtain this mixed background from both candidates by replacing 𝑅’s value with its actual value 0𝑅.
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where ℛ𝑆 = ℛ𝐷 = ℛ𝐹 = ℛ𝐵 = {0, 1}.
The switch being up rather than down doesn’t cause it being bright rather than dark. The causal-

causal theory concurs. Take �⃗� = ⟨0𝑆, 0𝐷, 0𝐹, 0𝐵⟩ and ⃗𝜈 = ⟨0𝑆, 0𝐷, 0𝐹, 0𝐵⟩. Per med, in 𝔐 (fig.

7, left), 𝑆1
0 causes 𝐷1

0, which causes 𝐵1
0 under �⃗� and any negative contrast. However, x-med fails: in

𝔐𝑆=0 (fig. 7, right), 𝑆1
0 causes 𝐹1

0, which causes 𝐵1
0. That is, the causal connection from 𝑆 via 𝐷 to

𝐵 is blocked by the connection in the cross-model from 𝑆 via 𝐹 to 𝐵.
Hitchcock’s, Woodward’s, and Halpern and Pearl’s theories fail the case because under per-

missible contingency 𝐹 = 0, 𝐵 counterfactually depends on 𝑆. For Woodward, a contingency is

permissible iff the actual cause still entails the actual effect under this contingency. For Hitchcock,

a contingency is permissible iff there’s a path from the cause to the effect node such that under the

contingency, the actual cause entails the actual values of all on-path nodes. On Halpern and Pearl’s

original theory (2005), a contingency is permissible iff under this contingency, the actual effect still

holds if for any selection of the on-path nodes, freezing them at their actual values still lets the

actual cause entail the actual effect. Since for the 𝑆𝐷𝐵 path, freezing 𝐹 at 0 doesn’t change any

values on the path, the contingency is permissible on all three theories.

Figure 8. The illusionist.

Take now one of the standard counterexamples to transitivity of causation. The illusionist will

guess (𝐼) whatever number the volunteer writes down (𝑉), and the audience will applaud if the two

numbers match (𝐴).13 The volunteer writes down 𝑥, and the illusionist guesses 𝑥, and the audience

applauds,

𝑉 ← 𝑥, 𝐼 ← 𝑉, 𝐴 ← 𝑉 = 𝐼,

where ℛ𝑉 = ℛ𝐼 = ℕ, ℛ𝐴 = {0, 1}. The judgment to be saved: the volunteer deciding on 𝑥 rather

than any other number 𝑦 didn’t cause the audience to applaud (𝐴 = 1) rather than boo (𝐴 = 0).
The causal-causal theory concurs. Although both furthering holds (fig. 8, left), cross-furthering

blocks causation. I’ll jump right to x-fur. In the cross-model 𝔐𝑉=𝑦, the volunteer chooses 𝑦, the
illusionist guesses 𝑦, and the audience still applauds. As the negative contrast, take ⃗𝜈 = ⟨𝑥𝑉 , 𝑦𝐼, 0𝐴⟩
13The (original) binary version comes from McDermott (1955:532).
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(fig. 8, right). Per x-act, the audience applauds, and on the negative contrasts, the volunteer chooses

𝑥 (the actual cause), and the audience boos (the contrast effect). Per x-con, had the volunteer chosen

𝑥, the audience would have booed under the contrast background ⃗𝜈[𝐼] = 𝑦, i.e., 0𝐴 = 𝑓𝐴(𝑥𝑉 , 𝑦𝐼).
Per x-bkg, the audience doesn’t boo if the volunteer chooses 𝑦 under the sole possible mixed contrast

𝐼 = 𝑦, i.e., 0𝐴 ≠ 1𝐴 = 𝑓𝐴(𝑦𝑉 , 𝑦𝐼).
Theories that don’t control for asymmetry again misevaluate the case (Hitchcock, 2001; Wood-

ward, 2003; Halpern & Pearl, 2005). Under the permissible contingency 𝐼 = 𝑥, 𝑉 = 𝑦 entails 𝐴 = 0,
and the theories incorrectly deem 𝑉𝑥

𝑦 a cause of 𝐴1
0.

Figure 9. The Capet case.

Another case. “I pardon those who are the cause of my misfortunes,” proclaimed Citizen Capet

(Hardman, 2000:178), but he needs a proper model to identify who to pardon. Only Danton and

Robespierre haven’t voted yet. One more vote in favor of decapitating Citizen Capet is enough

to sentence him, while if neither deputy votes in favor, Capet will be spared. 𝐷 = 1 denotes

whether Danton votes in favor (1 for ‘yes’, 0 for ‘no’), and 𝑅 denotes whether Robespierre does.

𝑉 = 𝑣 denotes (the event of) the urn containing 𝑣 more votes in favor of decapitation (in addition

to the ones already cast). 𝐺 denotes whether Capet is guillotined; ℛ𝐷 = ℛ𝑅 = ℛ𝐺 = {0, 1},
ℛ𝑉 = {0, 1, 2}. Both deputies want him dead,

𝐷 ← 1, 𝑅 ← 1, 𝑉 ← 𝐷 + 𝑅, 𝐺 ← 𝑉 ≥ 1.

Two votes in favor are cast, 𝑉 = 2, justice is served, 𝐺 = 1. Danton’s voting for serving justice rather

than against, 𝐷1
0, caused Capet’s death rather than a happy exile, 𝐺1

0, which is what the causal-causal

theory predicts.

Choose �⃗� = ⟨0𝐷, 0𝑅, 0𝑉 , 0𝐺⟩ as the positive contrast (fig. 9) and choose any negative contrast

⃗𝜈. Since 𝐷 doesn’t parent 𝐺, in evaluating 𝔐 ⊨ 𝐷1
0 ;⃗𝜈 �⃗� 𝐺1

0, 𝑉 serves as the sole candidate for both

the mediating and cross-mediating parent.

Run x-med first. Take the cross-model where Danton votes against, 𝔐𝐷=0. The negative contrast
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determines either 𝑉1
0 or 𝑉1

2 as the cross-mediating pair. Begin with 𝑉1
0. For this pair, pre-x-med

calls the algorithm recursively on 𝔐𝐷=0 ⊨ 𝐷0
1 ;⃗𝜋 ⃗𝜈 𝑉1

0. The claim comes out false because 𝐷 = 1
is inconsistent with 𝑉 = 0 under any background (i.e., the recursive execution fails because fur

fails at condition con). Move on to 𝑉1
2. For this pair, post-x-med calls the algorithm recursively on

𝔐𝐷=0 ⊨ 𝑉1
2 ;⃗𝜋 ⃗𝜈 𝐺1

0. The claim comes out false because 𝑉 = 2 is inconsistent with 𝐺 = 0 under

any background (i.e., again, the recursive execution fails because fur fails at con). Therefore, neither

𝑉1
0 nor 𝑉1

2 is a cross-mediating pair, and the target claim passes x-fur.

Run med next. Take 𝑉2
0 as the mediating pair, where the contrast value 𝑉 = 0 comes from �⃗�.

Per pre-med, apply the algorithm to 𝔐 ⊨ 𝑉2
0 ;⃗𝜈 �⃗� 𝐺1

0. Act and quick confirm the claim: 𝑉 = 2 entails

𝐺 = 1, and 𝑉 = 0 entails 𝐺 = 0. Per post-med, apply the algorithm to 𝔐 ⊨ 𝐷1
0 ;⃗𝜈 �⃗� 𝑉2

0. The claim

holds in virtue of furthering. Fur goes through: act holds; con holds because had both deputies voted

against, there would be no votes in favor (𝐷 = 0 and �⃗�[𝑅] = 0 together entail 𝑉 = 0); bkg holds
because 𝐷 = 1 is inconsistent with 𝑉 = 0. And x-fur goes through: x-act fails for any ⃗𝜈 because

had Danton voted against, the urn wouldn’t contain two votes in favor (2 ≠ 𝔐𝐷=0[𝑉]). Back to

the target claim: x-med doesn’t find a cross-mediating pair, but med finds a pair, 𝑉2
0, that mediates

the causal connection between 𝐷1
0 and 𝐺1

0. Danton voting for rather than against did cause Capet’s

death rather than happy exile.

The causal-causal theory fares better than Hitchcock’s (2001), which delivers the wrong result

(Halpern & Pearl, 2005:881). Given what contingencies count as permissible for Hitchcock, since 𝑉
is on the path, 𝑅 can be frozen only at 𝑅 = 1. But under that contingency, 𝐷 = 0 entails 𝑉 = 1,
which doesn’t entail 𝐺 = 0. Halpern and Pearl’s original theory (2005) handles the case because

under contingency 𝑅 = 0, the actual effect happens even if you freeze 𝑉 at its actual value, 2; and
under this contingency, the contrast cause 𝐷 = 0 entails the contrast effect 𝐺 = 0. Although only

Hitchcock’s theory mishandles the Capet case, I included it to show that the causal-causal theory

can accommodate such problematic mediating pairs.

The next two cases show where the causal-causal theory outvies Weslake’s (2015) and Beckers and

Vennekens’ (2017).14 Although the theories differ considerably, they share two elements that the

cases target. These cases are especially important, since the theories—which haven’t, to my mind,

received the attention they deserve—are plausibly the most successful structural-equations theories

out there.
14Weslake intends his theory only as a necessary condition for causation. The next two cases exemplify causation yet
fail his necessary condition. Hence, they are fair counterexamples to his theory.
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Figure 10. The heatwave case.

If it’s more than 33 degrees Celsius (𝑇 > 33), and I crave chocolate (𝐶 = 1), I’ll have ice cream
(𝐼 = 1). If it’s even hotter—more than 40 degrees Celsius (𝑇 > 40)—I’ll also have ice cream, even if

I don’t crave chocolate (𝐶 = 0). And I crave chocolate, and it’s 44 degrees Celsius, and I have ice

cream:

𝐶 ← 1, 𝑇 ← 44, 𝐼 ← (𝐶 = 1 ∧ 𝑇 > 33) ∨ 𝑇 > 40,

where ℛ𝐶 = ℛ𝐼 = {0, 1}, ℛ𝑇 = [-89, 56.7].
The case is like overdetermination. Under exactly two conditions will I have ice cream: either

𝐶 = 1∧𝑇 > 33 or 𝑇 > 40. The situation satisfies both conditions, and 𝐶 = 1 partakes in the first

one. Therefore, my craving chocolate rather than not, 𝐶1
0, caused me to have ice cream rather than

not, 𝐼1
0. The causal-causal theory concurs. As the positive contrast take, e.g., �⃗� = ⟨0𝐶, 35𝑇, 0𝐼⟩;

as ⃗𝜈 take arbitrary values. Evaluate fur. Act holds. Con holds: 0𝐼 = 𝑓𝐼(0𝐶, 35𝑇). Bkg holds:

1𝐼 ≠ 0𝐼 = 𝑓𝐼(1𝐶, 44𝑇) = 𝑓𝐼(1𝐶, 35𝑇). And evaluate x-fur. For x-con to hold, the negative contrast

must specify ⃗𝜈[𝑇] ≤ 33 because 0𝐼 = 𝑓𝐼(1𝐶, 𝑡) iff 𝑡 ≤ 33. However, for x-bkg to hold, the negative

contrast must satisfy ⃗𝜈[𝑇] > 40 because 0𝐼 ≠ 1𝐼 = 𝑓𝐼(0𝐶, 𝑡) iff 𝑡 > 40. This means no negative

contrasts satisfies all conditions in x-fur. Causation holds in virtue of furthering.

Neither Weslake nor Beckers and Vennekens can deliver this result. The theories are complicated,

and I can’t fully explain them here. But I can explain the relevant implication of the theories. A

necessary condition for 𝐶 = 𝑐 to be the actual cause of the actual effect 𝐸 = 𝑒 (regardless of the

contrast events) on their theories is that there’s a strand: a directed path from 𝐶 to 𝐸 such that the

actual value of every variable on the path contributes to the actual value of the variable’s child on the

path.15 Contributing is akin to Mackie’s (1965) INUS definition: one atomic event contributes to

another atomic event iff the former is a non-redundant part of a (possibly conjunctive) event that

suffices to bring about the latter.16 How contributing exactly works will be clear when I apply the

15Unlike the other theories, Beckers and Vennekens’s theory doesn’t have an obvious contrastive analog, at least on the
effect side, and therefore in explaining how their theory applies, I’ll focus on the actual cause and effects alone.

16See also (McDermott, 1995:537-8). The heatwave case is also an counterexample to Mackie’s and McDermott’s pro-
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condition to the case at hand.

The actual (conjunctive) event of my craving chocolate while it’s 44 degrees outside, ⟨𝐶, 𝑇⟩ =
⟨1, 44⟩, is sufficient for my craving ice cream, 𝐼 = 1, for no intervention on the remaining variables

will change the value of 𝐼 (in fact, there are no remaining variables). However, in ⟨𝐶, 𝑇⟩ = ⟨1, 44⟩,
only 𝑇 = 44 isn’t redundant. If I didn’t crave chocolate, I still would have ice cream, 1𝐼 =
𝑓𝐼(0𝐶, 44𝑇), which means that 𝐶 = 1 is redundant. And if it were, say, 22 degrees, I wouldn’t have

chocolate, even though I crave it, 0𝐼 = 𝑓𝐼(1𝐶, 22𝑇), which means that 𝑇 = 44 isn’t redundant.

𝑇 = 44 contributes to 𝐼 = 1, while 𝐶 = 1 doesn’t, and the two theories correctly deem 𝑇 = 44 a

cause of 𝐼 = 1, but they fail to recognize that 𝐶 = 1 is a cause too.

Figure 11. The embedded switch: the first stage.

As the second counterexample is complex, I’ll construct it in two stages. I’ll use Lewis’s (1973)

neurons. Neurons can fire, and if they do, they can stimulate other neurons to fire too. The first

stage (fig. 11): neuron 𝐸 fires if stimulated by 𝑀 or 𝐵. 𝐶 fires at Matins and the signal reaches 𝑀
at Prime; 𝑀 fires and the signal reaches 𝐸 at Sext. Neuron 𝑆 is unusual. By the immutable laws

of Lewisian neuroscience, it always fires at Lauds, but it can be in one of two states. If it’s in the

up-state (𝑆 = 1), having fired, it’ll send the signal up to 𝐷; if it’s in the down-state (𝑆 = 0), it’ll
send the signal down to 𝐹. And it happens to be in the up-state. At Prime, 𝐷 receives the signal

and fires, and 𝐹 receives no signal and remains dormant. 𝐵 fires if stimulated by 𝐷 or 𝐹; at Terce,
𝐵 receives the signal from 𝐷 and fires. At Sext, 𝐸 fires, having simultaneously received the signal

from 𝐵 and from 𝑀. Whence:

𝐶 ← 1, 𝑀 ← 𝐶, 𝑆 ← 1, 𝐷 ← 𝑆, 𝐹 ← ¬𝑆, 𝐵 ← 𝐷 ∨ 𝐹, 𝐸 ← 𝑀 ∨ 𝐵,
posals. Strand is Weslake’s term (2015:23); I use contributing for what Beckers and Vennekens (2017:15) call direct causal
contributing.
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where all variables are binary, and for all neurons but 𝑆, 1 denotes firing and 0 denotes being

dormant.

Two intuitions need saving. First, 𝐶1
0 causes 𝐸1

0. It is so because 𝐶1
0 causes 𝑀1

0, which in turn

is an overdetermining cause of 𝐸1
0 (with 𝐵1

0 being the other cause). Second, 𝑆1
0, 𝑆’s firing up rather

than down, doesn’t cause 𝐸1
0 because although 𝐵1

0 causes 𝐸1
0, 𝑆1

0 doesn’t cause 𝐵1
0.
17 If that’s not

clear, notice that this claim is analogous to the switch claim (fig. 7): 𝑆1
0 doesn’t cause 𝐵1

0 because

whether the signal reaches 𝐵 through 𝐷 or through 𝐹 doesn’t make a difference to whether 𝐵 fires.

The causal-causal theory saves the two intuitions and for these very reasons. 𝐶1
0 causes 𝐸1

0, and

𝑀1
0 mediates that connection. 𝑆1

0 doesn’t cause 𝐸1
0 because 𝐵1

0 isn’t a mediating pair; and 𝐵1
0 isn’t

a mediating pair because cross-mediation via 𝐹0
1 in the cross-model 𝔐𝐼=0 blocks causation (despite

𝐷1
0 mediating between 𝑆1

0 and 𝐵1
0).

Figure 12. The embedded switch: the second stage.

For the second stage of the case, extend the network with an axon from 𝐶 to 𝑆. 𝐶 doesn’t

stimulate 𝑆 to fire, as 𝑆 still must fire at Lauds, but 𝐶 determines 𝑆’s state: up or down. 𝑆 fires up

if it’s stimulated by 𝐶 and fires down otherwise,

𝐶 ← 1, 𝑀 ← 𝐶, 𝑆 ← 𝐶, 𝐷 ← 𝑆, 𝐹 ← ¬𝑆, 𝐵 ← 𝐷 ∨ 𝐹, 𝐸 ← 𝑀 ∨ 𝐵,

The intuition to be saved: 𝐶1
0 still causes 𝐸1

0. Although an alternate path of firing neurons, 𝐶𝑆𝐷𝐵𝐸,
connects 𝐶 to 𝐸, the path doesn’t transmit causation. 𝐶’s firing only makes a difference to whether

𝐷 or 𝐹 fires, but not to whether 𝐵 fires. From the perspective of 𝐶1
0 causing 𝐸1

0, the current network

is no different from the previous one.

17𝑆’s firing rather than not did cause 𝐵, and thus 𝐸, to fire rather than not, but that’s a different claim. In fact, the
claim can’t be represented by the model because there’s no value for 𝑆’s not firing, as at Lauds, the neuron must fire.
You can extend 𝑆’s range, however, if you want to—this won’t change the analysis.
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The causal-causal theory saves this judgment. Again, 𝑀1
0 mediates between 𝐶1

0 and 𝐸1
0, but now

you need to test whether cross-mediation, via the bottom part of the network, blocks causation.

It doesn’t. In the cross-model 𝔐𝐶=0, 𝑆0
1 doesn’t cause 𝐵1

0, as 𝑆𝐷𝐹𝐵 still instantiates a switch.

Therefore, in the cross-model, 𝐶0
1 doesn’t cause 𝐵1

0, and thus 𝐵1
0 can’t serve as a cross-mediating

parent. The causal connection from 𝐶1
0 via 𝑀1

0 to 𝐸1
0 stands unblocked. (I encourage you to run

a more detailed analysis yourself; for that, use �⃗� = ⟨0𝐶, 0𝑀, 0𝑆, 0𝐷, 0𝐹, 0𝐵, 0𝐸⟩ as the positive

contrast.)

Again, neither Weslake nor Beckers and Vennekens can handle the case (the second stage only),

and it’s their implementation of the asymmetry requirement that malfunctions this time. Here’s a

brief analysis what it is so.

For Beckers and Vennekens, one necessary condition for 𝐶 = 1 to be an actual cause of the

actual effect 𝐸 = 1 is that they are connected by a strand (i.e., a chain of contribution relations in

𝔐): 𝐶 = 1 contributes to 𝑀 = 1, which contributes to 𝐸 = 1. (That’s the condition that fails

in the heatwave case.) Another necessary condition—their version of the asymmetry condition—says

that there’s no strand from 𝐶 = 0 (the sole possible contrast cause) to 𝐸 = 1 in the cross-model

𝔐𝐶=0. But there is such a strand. In the chain 𝐶 = 0, 𝑆 = 0, 𝐹 = 1, 𝐵 = 1, 𝐸 = 1, every
event contributes to its successor. Beckers and Vennekens’ formulation of asymmetry fails, and they

misjudge the case.

Weslake’s treatment of the case is very similar. For 𝐶1
0 to cause 𝐸1

0, he requires, first, that there’s

a strand from 𝐶 = 1 to 𝐸 = 1 in 𝔐, and setting 𝐶 to 0 under some permissible contingency

will change 𝐸 to 0, where he borrows permissibility criteria from Halpern and Pearl’s (2005) orig-

inal account. This condition is satisfied for 𝐵 = 0 as the contingency. Second—his asymmetry

condition—he disallows that the first condition holds of the contrast cause and the actual effect.

That is, it cannot happen that there’s a strand from 𝐶 = 0 to 𝐸 = 1 in the cross-model 𝔐𝐶=0, and

that setting 𝐶 to 1 under some permissible contingency will change 𝐸 to 0. This condition fails.

As the contingency, take 𝑀 = 0. Under this contingency, 𝐶 = 0 entails 𝐸 = 1, and 𝐶 = 1 entails

𝐸 = 0. Weslake’s version of asymmetry is violated, and he misevaluates the case.18

Both theories’ failure to account for the judgment is due to not using a recursive setup. Although

there are two strands between 𝐶 and 𝐸, one in 𝔐 and one in 𝔐𝐶=0, the second one isn’t causal.

It’s the recursive setup of the causal-causal theory that lets it pick up on this difference.

Not all goes smoothly for the causal-causal theory, however. The next case is handled by Wes-

18This very analysis also shows that Weslake fails to deliver the non-contrastive claim that 𝐶 = 1 causes 𝐸 = 1 in 𝔐.
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lake’s and Beckers and Vennekens’ but not the causal-causal theory, and they owe the success to the

contribution condition. Three voters, 𝐹, 𝑆, and 𝑇, cast their votes. And there are three candidates:

the first two (denoted with variable values 1 and 2) are Roundheads, and the third is a Cavalier

(denoted with 3). A candidate who wins at least two votes is elected; if there’s no such candidate, the

election is unresolved. The first voter chooses the first Roundhead (𝐹 = 1), and the other two voters

choose the second Roundhead (𝑆 = 𝑇 = 2), who therefore wins; no one votes for the Cavalier. The

causal-causal theory mistakes the first voter’s voting for the first Roundhead (who lost) rather than

the Cavalier for a cause of a Roundhead rather than a Cavalier to be elected.19

Figure 13. The Roundheads.

Where ℛ𝐹 = ℛ𝑆 = ℛ𝑇 = {1, 2, 3}, 𝑅 = 1 if a Roundhead wins, and 𝑅 = 0 otherwise (i.e., a

Cavalier wins, or there’s no outcome), the equations are:

𝐹 ← 1, 𝑆 ← 2, 𝑇 ← 2, 𝑅 ←
⎧{{
⎨{{⎩

1 if 𝐹 = 𝑆 ≤ 2 ∨ 𝐹 = 𝑇 ≤ 2 ∨ 𝑆 = 𝑇 ≤ 2

0 otherwise
. (9)

In the model, 𝐹1
3 furthers 𝑅1

0 for �⃗� = ⟨3𝐹, 2𝑆, 1𝑇⟩, and in the cross-model 𝔐𝑇=3, 𝑇3
2 doesn’t cross-

further 𝑅2
1 for any ⃗𝜈. Testing for contribution, in contrast, delivers the judgment: 𝐹 = 1 is not a

part of the sole minimally sufficient conjunction of events, 𝑆 = 2 ∧ 𝑇 = 2; hence, 𝐹 = 1 doesn’t

contribute to 𝑅 = 0; hence, the theory deems that 𝐹1
0 doesn’t cause 𝑅1

0. As the case doesn’t involve

prevention, it’s a fair counterexample to the causal-causal theory.

The causal-causal theory could handle the case if fur and x-fur incorporated the contribution

condition instead of the current bkg and x-bkg (§5.1). Where applicable, such a theory would fare

strictly better than Weslake’s and Beckers and Vennekens’ because it still would solve the embedded

switch (fig. 12).20 However, this theory would then fail in the heatwave case (fig. 10), and the change

19I owe this example to Redacted; see (Livengood, 2013) for similar cases.
20Beckers and Vennekens (2017:15) put forward an example that their theory solves differently from the causal-causal
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wouldn’t pay—especially since the extra condition would significantly complicate the theory. Rather,

I just hope that extending the theory to preventers in the future would also handle the Roundheads

case.

4 Virtues

Within its domain of application, the causal-causal theory accounts for more cases than any com-

peting theory. But there are more virtues.

The theory’s recursive mechanism seems psychologically plausible. If you’re partial, like me, to

Chomsky’s idea that our linguistic competence is organized recursively, it wouldn’t be surprising if

our causal competence was so organized too. However, if you find my analogy a stretch, or if you’re

unconvinced by Chomsky’s program to begin with, that’s fine too. The standard in the industry is

that a theory of causation needs to get right any intuition it can’t explain away; by that standard

alone, the causal-causal theory proves superior to its competitors.

The theory can also be customized for the unorthodox opinion that, despite cases like the

illusionist (fig. 8), causation is transitive (Lewis, 1973; Hall, 2004; Paul & Hall, 2013:215). Just drop

the cross-mediation condition (you still need the cross-furthering handle the ilk of the coffee case,

fig. 5, and bogus causation, fig. 6):

𝔐⊨ 𝐶𝑐
𝑐̲ ;⃗𝜈 �⃗� 𝐸𝑒

𝑒̲ iff 𝔐⊨ 𝐶𝑐
𝑐̲ ⇛�⃗� 𝐸𝑒

𝑒̲ ∧ ¬𝔐𝐶=𝑐̲ ⊨ 𝐶𝑐̲
𝑐 ⇛ ⃗𝜈 𝐸𝑒

𝑒̲

∨ ∃𝑀. 𝔐⊨ (𝐶𝑐
𝑐̲ ;⃗𝜈 �⃗� 𝑀@

�⃗� ∧ 𝑀@
�⃗� ;⃗𝜈 �⃗� 𝐸𝑒

𝑒)̲

where: 𝑀 parents 𝐸.

(10)

Transitive causation simpliciter spells as before: 𝐶𝑐
𝑐̲ causes 𝐸𝑒

𝑒̲ in 𝔐 iff ∃�⃗�.∀ ⃗𝜈. 𝔐 ⊨ 𝐶𝑐
𝑐̲ ;⃗𝜈 �⃗� 𝐸𝑒

𝑒.̲ The

definition yields the opposite verdict in all standard counterexamples to transitivity (fig. 7, fig. 8)

and the same verdict in all the remaining cases. This modified definition is possible only due to

the recursive approach, which is yet another reason to embrace recursion in defining causation.

And if you’re opposed to the contrastive approach, the theory has a non-contrastive variant. Just

theory, or any other theory discussed here. But the causal-causal theory can handle it, if modified, while keeping
all other judgments (§5.2). Moreover, Beckers and Vennekens have trouble with early (2017:11) and late preemption
(2017:21), which gives the causal-causal theory one more advantage over theirs. To handle early preemption, they add
variables to the model that is considered standard. And the theory discussed here can’t account for late preemption
at all, which is why they later extend the framework of structural equations with event times (Beckers & Vennekens,
2018).
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modify the definition of causation simpliciter: 𝐶 = 𝑐 causes 𝐸 = 𝑒 in 𝔐 iff there are events 𝐶 = 𝑐,̲
𝐸 = 𝑒,̲ such that, on the 𝐶𝑐

𝑐̲ causes 𝐸𝑒
𝑒̲ in 𝔐 on the contrastive definition (4).

The main virtue, however, I see in that any future changes intended to capture more cases can be

implemented on the level of direct causation, i.e., where the cause variable parents the effect variable.

Some (Hall, 2007; Halpern, 2016; Halpern & Hitchcock, 2015; Menzies, 2017; Gallow, 2021) think

that assigning normality evaluations to variable values will allow for extending structural-equations

theories to more cases. This approach, I think, could easily be incorporated into the causal-causal

theory within the definition of furthering, as yet another condition constraining the contrast values.

However, I don’t find this project promising (Blanchard & Schaffer, 2017; reference redacted). I

suspect that the following approach might work instead. Say, an event counts as a direct preventing

cause in virtue of both its own counterfactual relationship with the effect and some other events’

direct relationship with the effect. Recall, e.g., Romeo and Juliet. His administering the antidote

rather than not (𝐶1
0) counts as a cause of her surviving rather than dying (𝐷1

0), only if she did in

fact swallow the poison (𝑆 = 0). If she swallows the sleeping potion instead (𝑆 = 1), the antidote is
causally irrelevant for her survival. It seems, therefore, that a richer representation of counterfactual

relationships is needed to account for preventers.21 What that representation should be, and whether

it would also solve cases like the Roundheads (fig. 13), that I don’t know. But it does seem to me

that the causal-causal theory promises this much: if you discover how to solve problematic cases

that involve direct causes only, the recursive structure will take care of generalizing your discovery

onto any case.

5 Appendix

5.1 Incorporating the strand condition

The causal-causal theory can accommodate the Roundheads case (fig. 13), and any other case with a

similar structure.22 However, this comes at a cost of misjudging the ice cream case (fig. 10).

What’s required is a modification in the bkg condition in the definition of furthering, (2). The

21Dowe’s (2000) treatment of prevention is somewhat similar, although his account is one of causal processes rather
than difference-making. See also (Walsh & Sloman, 2011).

22E.g., Weslake’s (2015:18) version of trumping is such a case. This isn’t the original trumping case (Schaffer, 2000:167)
for Weslake avails himself to an extra value in one of the variables. Without the extra value, his theory can’t handle
the case. (The causal-causal theory cannot handle the case either.)
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new condition states: for some �⃗�, �⃗� ⊆ �⃗� (where 𝐶�⃗� are 𝐸’s parents):

∀ ⃗𝛽. 𝑒 = 𝑓𝐸(𝑐, 𝔐[�⃗�], ⃗𝛽) and ∃𝑧. ∃ ⃗𝛽. 𝑒 ≠ 𝑓𝐸(𝑧, 𝔐[�⃗�], ⃗𝛽), (11)

where ⃗𝛽 are over �⃗�\�⃗�. Act and con stay intact.

The first conjunct in (11) requires that 𝐶 = 𝑐 is a part of an event sufficient for bringing about

𝐸 = 𝑒, namely 𝐶�⃗� = ⟨𝑐⟩ ⋆ 𝔐[�⃗�].23 That’s achieved by demanding that the actual effects holds

for all ⃗𝛽, i.e., for any event �⃗�\�⃗� = ⃗𝛽. The second conjunct requires that 𝐶 = 𝑐 is a non-redundant

part of the sufficient event, i.e., that �⃗� = 𝔐[�⃗�] isn’t sufficient for bringing about 𝐸 = 𝑒. That’s
achieved by demanding that for some 𝐶 = 𝑧, 𝐶�⃗� = ⟨𝑧⟩ ⋆ 𝔐[�⃗�] doesn’t bring about 𝐸 = 𝑒 for

some values ⃗𝛽 of the remaining parents �⃗�\�⃗�.

In the algorithm, x-bkg needs to be modified analogously. Except for the ice cream and Round-

heads, the new definition judges all cases like the original version.

5.2 Causation without difference-making

Consider a pair of cases:

Figure 14. The twin cases.

In the first one (fig. 14, left), 𝐶 and 𝐷 fire, 𝑀 fires if stimulated by either, and 𝐸 fires if

stimulated by 𝑀 and 𝐷 together:

𝐶 ← 1, 𝐷 ← 1, 𝑀 ← 𝐶 ∨ 𝐷, 𝐸 ← 𝑀 ∧ 𝐷.

In the second one (fig. 14, middle), 𝐶 and 𝐷 fire, 𝑀 fires if stimulated by both at once, and 𝐸 fires

if stimulated by 𝑀 or 𝐷:

𝐶 ← 1, 𝐷 ← 1, 𝑀 ← 𝐶 ∧ 𝐷, 𝐸 ← 𝑀 ∨ 𝐷.
23Again, ⋆ denotes spatial concatenation.
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The second case is equivalent to the one that Beckers and Vennekens (2017:11) put forward to support

their theory over all other structural-equations theories.

And indeed, unlike any other standard theory, their theory judges 𝐶’s firing a cause of 𝐸’s firing
in both cases, for there’s a strand 𝐶 = 1, 𝑀 = 1, 𝐸 = 1, and no strand from 𝐶 = 0 to 𝐸 = 1
in 𝔐𝐶=0 (where 1 denotes firing and 0 not firing). However, I don’t think I share the intuitions,

nor have I seen anyone in the literature agree with them. The problem with the cases is that 𝐶 = 1
doesn’t make a difference to 𝐸 = 1. Whether 𝐷 = 1 or 𝐷 = 0, wiggling 𝐶 won’t wiggle 𝐸. This
is also why the standard theories don’t deem 𝐶 = 1 a cause of 𝐸 = 1 (there’s no contingency

under which the counterfactual relationship holds). As for the causal-causal theory, it judges the

cases the same way, for there’s no positive contrast under which 𝐶1
0 causes 𝑀1

0 and 𝑀1
0 causes 𝐸1

0. If

�⃗�[𝐷] = 1, you can’t get the 𝐶 − 𝑀 claim in the first case and the 𝑀 − 𝐸 claim in the second case.

If �⃗�[𝐷] = 0, you can’t get the 𝑀 − 𝐸 claim in the first case and the 𝐶 − 𝑀 claim in the second

case. Therefore, you can never obtain the target claim via transitivity.

Yet, let’s say that Beckers and Vennekens’ intuitions are correct. The causal-causal theory can be

modified to accommodate them without sacrificing any other solutions to the cases presented here.

The new algorithm reads:
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The algorithm returns whether 𝔐⊨ 𝐶𝑐
𝑐̲ ;⃗𝜈 �⃗� 𝐸𝑒

𝑒.̲

1 act if ⟨𝑐, 𝑒⟩ = 𝔐[𝐶, 𝐸] =× ⟨𝑐,̲ 𝑒⟩̲ = �⃗�[𝐶, 𝐸] fails, return false

2 quick if 𝐶 is the lone parent of 𝐸, return whether 𝑒 ̲ = 𝑓𝐸(𝑐)̲
3 x-fur begins if 𝐶�⃗� are 𝐸’s parents, check: for some ⃗𝛽 over �⃗� undefined by ⃗𝜈,
4 x-act 𝑒 = 𝔐𝐶=𝑐̲[𝐸] ∧ ⟨𝑐, 𝑒⟩̲ = ⃗𝜈[𝐶, 𝐸]
5 x-con 𝑒 ̲ = 𝑓𝐸(𝑐, ( ⃗𝛽 ⋆ ⃗𝜈)[�⃗�])
6 x-bkg 𝑒 ̲ ≠ 𝑓𝐸(𝑐,̲ 𝔐𝐶=𝑐̲[�⃗�], ( ⃗𝛽 ⋆ ⃗𝜈)[�⃗�\�⃗�]) for every �⃗� s.t. �⃗� ⊂ �⃗�
7 x-fur ends if the three conditions hold, return false

8 x-med begins if ⟨𝑐, 𝑒⟩̲ = ⃗𝜈[𝐶, 𝐸],
9 for every 𝑁 that parents 𝐸 and is distinct from 𝐶, check:
10 post-x-med 𝔐𝐶=𝑐̲ ⊨ 𝑁@

⃗𝜈 ;⃗𝜋 ⃗𝜈 𝐸𝑒
𝑒̲

11 pre-x-med 𝔐𝐶=𝑐̲ ⊨ 𝐶𝑐̲
𝑐 ;⃗𝜋 ⃗𝜈 𝑁@

⃗𝜈

12 x-med ends if there is such 𝑁@
⃗𝜈 , return false

13 fur begins if 𝐶�⃗� are 𝐸’s parents, check: for some ⃗𝛽 over �⃗� undefined by �⃗�,

14 con 𝑒 ̲ = 𝑓𝐸(𝑐,̲ ( ⃗𝛽 ⋆ �⃗�)[�⃗�])
15 bkg 𝑒 ̲ ≠ 𝑓𝐸(𝑐, 𝔐[�⃗�], ( ⃗𝛽 ⋆ �⃗�)[�⃗�\�⃗�]) for every �⃗� s.t. �⃗� ⊂ �⃗�
16 fur ends if the two conditions hold, return true

17 med begins for every 𝑀 that parents 𝐸 and is distinct from 𝐶, check:
18 post-med 𝔐⊨ 𝑀@

�⃗� ;⃗𝜈 �⃗� 𝐸𝑒
𝑒̲

19 pre-med 𝔐⊨ 𝐶𝑐
𝑐̲ ;⃗𝜈 �⃗� 𝑀@

�⃗�

20 med ends if there is such 𝑀@
�⃗�, return true

21 return false

Causation simpliciter is still defined by (4). However, now contrasts �⃗� and ⃗𝜈 needn’t determine

values for all variables from the model. In the algorithm, x-fur and fur have changed.

Take fur. You choose the values of the background variables �⃗� that aren’t already defined by �⃗�.

Then, you check con and bkg using ( ⃗𝛽 ⋆ �⃗�)[�⃗�], �⃗�’s values from ⃗𝛽 and �⃗� taken together. So, fur

reads like before, but now you locally assign some of �⃗�’s values, and these values don’t carry onto

other executions of the algorithm. X-fur works analogously. You choose local values for background

variables undetermined by ⃗𝜈 and check the furthering conditions then.

However, if a variable is used as a cause or effect variable, its value must be set by the contrasts.

Therefore, in act, ⟨𝑐,̲ 𝑒⟩̲ = �⃗�[𝐶, 𝐸] is false if �⃗� doesn’t specify the values for 𝐶 and 𝐸, and in x-act,

⟨𝑐, 𝑒⟩̲ = ⃗𝜈[𝐶, 𝐸] is false if ⃗𝜈 doesn’t specify these values.

The new algorithm finds that 𝐶1
0 causes 𝐸1

0 in both cases. Take �⃗� = ⟨0𝐶, 0𝑀, 0𝐸⟩, and leave

it undetermined for 𝐷. For the first case, when evaluating 𝐶1
0 ⇛�⃗� 𝑀1

0, take ⃗𝛽[𝐷] = 1, and when
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evaluating 𝑀1
0 ⇛�⃗� 𝐸1

0, take ⃗𝛽[𝐷] = 0. Both furthering claims go through. As cross-furthering

doesn’t hold for any negative contrast, the causal claim is deemed true. For the second case, swap

the values of ⃗𝛽[𝐷], and the analysis is otherwise the same. The updated algorithm judges all the

previous cases like the original version. It can also be combined with the modification from §5.1.
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